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Summary
Staff Research Scientist at Google DeepMind (Reinforcement Learning team), working on systems that
improve their own learning — agents that learn from their own experience, and learning algorithms that
are themselves discovered. I originate research directions and lead the collaborations that carry them: I
co-originated the line that became DataRater (NeurIPS 2025) and was co-first author on DiscoRL (Nature
2025), the first method to discover state-of-the-art RL algorithms from scratch. A consistent thread is
bilevel optimisation — meta-gradient RL, learned learning rules, and learned data curation. I work
primarily in JAX, Python and C++, and do my best work building and leading close collaborations.

Experience

Staff Research Scientist — Google DeepMind 2019 – Present

London, UK — Reinforcement Learning team (David Silver, now Tom Schaul).
Progression: Research Engineer (2019–21), Senior Research Engineer (2021–23), Senior Research Scientist (2023–
24), Staff Research Scientist (2024–present).

• Originated the research direction that became DataRater. Co-proposed and co-led DiscoLM — ex-
tending discovered-RL methods to meta-learn language-modelling objectives. Refocused with David
Silver and Jeff Dean, it became DataRater (NeurIPS 2025, co-first author): a meta-learned approach
to data curation that cuts foundation-model training compute by up to 46.6% at the 1B scale.

• Co-first author, DiscoRL (Nature, 2025). The first method to discover state-of-the-art RL algorithms
from scratch — meta-learning an update rule across a population of agents and environments that
surpassed all existing rules on Atari and generalised zero-shot to ProcGen, DMLab-30, Sokoban, etc.

• Attracted and developed talent. For DiscoRL, merged my proposal and a colleague’s competing one
into a single co-hosted intern application that circulated within GDM as a gold-standard example;
interviewed the intern who joined the project and went on to deliver exceptionally and later convert
to full-time. For DiscoLM, drew engineering interest beyond available staffing capacity; one engineer
joined the project and built numerous Flume pipelines. Mentored junior researchers across projects.

• Gemini 2.5 (2025). Contributor to the Gemini 2.5 technical report.
• MixFlow-MG (ICML 2025). Scalable bilevel meta-learning via mixed-mode differentiation (over 10x

lower memory, up to 25% faster wall-clock) — the method underpinning DataRater and DiscoRL.
• Earlier work (2019–2022). Constrained and robust RL (Meta-Gradient D4PG, ICLR 2021; Robust

Constrained RL); adversarial and common-corruption robustness (two NeurIPS 2021 papers, ICLR
2022, ICML 2022); low-latency constrained ranking (NodeHopper, KDD 2020).

Research Scientist — Blue Prism, Research Lab 2018 – 2019

London, UK

• Led applied research bringing state-of-the-art object detection into the company’s core product (team
of up to five), culminating in an on-stage demo at Blue Prism World.

• Co-led research on spatially-coherent randomised attention maps (SCRAM) and helped shape the
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lab’s research agenda; mentored junior researchers.
• Led much of the lab’s technical hiring — designed interview questions and selected candidates, nearly

all of whom went on to top-tier tech companies.

Machine Learning Engineer — Onfido 2016 – 2017

London, UK

• Built a production copy-paste fraud detector (PatchMatch in optimised C++, processing 20 MP im-
ages in under two minutes) and trained CNNs on the resulting fraud heatmaps; characterised fraud
types with Bernoulli mixture models.

Research Intern — Disney Research (Edinburgh, Pittsburgh, Los Angeles) 2012 – 2017

During doctoral studies

• Researched inverse lighting and appearance capture across Disney’s labs: recovering scene illumina-
tion from single photographs via spherical-harmonic and convolutional models, and convolutional
sparse coding on the sphere. One method was patented (below).

Publications
5,600+ citations (Google Scholar). Bold = author; * = equal contribution.

• G. Comanici et al. (Gemini Team, incl. Dan A. Calian). Gemini 2.5: Pushing the Frontier with Advanced
Reasoning, Multimodality, Long Context, and Next-Generation Agentic Capabilities. arXiv:2507.06261,
2025.

• J. Oh*, G. Farquhar*, I. Kemaev*, Dan A. Calian*, M. Hessel, L. Zintgraf, S. Singh, H. van Hasselt, D.
Silver. Discovering State-of-the-art Reinforcement Learning Algorithms. Nature 648, 312–319, 2025.

• Dan A. Calian*, G. Farquhar*, I. Kemaev*, L. M. Zintgraf*, M. Hessel, J. Shar, J. Oh, A. György, T.
Schaul, J. Dean, H. van Hasselt, D. Silver. DataRater: Meta-Learned Dataset Curation. NeurIPS 2025.

• I. Kemaev, Dan A. Calian, L. M. Zintgraf, G. Farquhar, H. van Hasselt. Scalable Meta-Learning via
Mixed-Mode Differentiation (MixFlow-MG). ICML 2025.

• A. A. Rusu, Dan A. Calian, S. Gowal, R. Hadsell. Hindering Adversarial Attacks with Implicit Neural
Representations. ICML 2022.

• Dan A. Calian, F. Stimberg, O. Wiles, S.-A. Rebuffi, A. György, T. A. Mann, S. Gowal. Defending
Against Image Corruptions Through Adversarial Augmentations. ICLR 2022.

• S. Gowal*, S.-A. Rebuffi*, O. Wiles, F. Stimberg, Dan A. Calian, T. A. Mann. Improving Robustness
using Generated Data. NeurIPS 2021.

• S.-A. Rebuffi*, S. Gowal*, Dan A. Calian, F. Stimberg, O. Wiles, T. A. Mann. Data Augmentation Can
Improve Robustness. NeurIPS 2021.

• Dan A. Calian*, D. J. Mankowitz*, T. Zahavy, Z. Xu, J. Oh, N. Levine, T. A. Mann. Balancing Con-
straints and Rewards with Meta-Gradient D4PG. ICLR 2021.

• D. J. Mankowitz*, Dan A. Calian*, R. Jeong, C. Paduraru, N. Heess, S. Dathathri, M. Riedmiller, T. A.
Mann. Robust Constrained Reinforcement Learning for Continuous Control with Model Misspecification.
arXiv, 2020.

• A. Zhernov*, K. Dvijotham*, I. Lobov*, Dan A. Calian, M. Gong, N. Chandrashekar, T. A. Mann. The
NodeHopper: Enabling Low-Latency Ranking with Constraints via a Fast Dual Solver. KDD 2020.

• Dan A. Calian*, P. Roelants*, J. Calì, B. Carr, K. Dubba, J. E. Reid, D. Zhang. SCRAM: Spatially
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Coherent Randomized Attention Maps. arXiv, 2019.
• Dan A. Calian, J.-F. Lalonde, P. Gotardo, T. Simon, I. Matthews, K. Mitchell. From Faces to Outdoor

Light Probes. Computer Graphics Forum (Proc. Eurographics), 37(2), 2018.
• Dan A. Calian, K. Mitchell, D. Nowrouzezahrai, J. Kautz. The Shading Probe: Fast Appearance Acqui-

sition for Mobile AR. SIGGRAPH Asia 2013 Technical Briefs.
• Dan A. Calian, J. Bacardit. Integrating Memetic Search into the BioHEL Evolutionary Learning System

for Large-Scale Datasets. Memetic Computing, 2013.
• J. Calì, Dan A. Calian, C. Amati, R. Kleinberger, A. Steed, J. Kautz, T. Weyrich. 3D-Printing of Non-

Assembly, Articulated Models. ACM Transactions on Graphics (Proc. SIGGRAPH Asia), 31(6), 2012.

Patents
• Dan A. Calian, S. Gowal, T. A. Mann, A. György. Training a Neural Network using Outputs of a

Corruption Neural Network. US Patent 12,254,678, 2025.
• T. A. Mann, I. Lobov, A. Zhernov, K. Dvijotham, X. Gong, Dan A. Calian. Low-Latency Multi-Constraint

Ranking of Content Items. US Patent 12,001,484, 2024.
• Dan A. Calian, K. J. Mitchell. Optical Illumination Mapping. US Patent 9,418,629, 2016.

Education

University College London — Engineering Doctorate (EngD) 2012 – 2018

A research doctorate in Computer Science (equivalent to a PhD), advised by Prof. Jan Kautz. Thesis:
Customised Light Probes and Inverse Lighting Methods for Relighting. Funded by Disney Research and the
EPSRC.

University College London — MRes 2011 – 2012

Virtual Environments, Imaging & Visualisation. Merit (75%). Group project accepted to SIGGRAPH Asia.

University of Nottingham — BSc (Hons) Computer Science with AI 2008 – 2011

First Class (81%); graduated first in cohort. Dissertation published as a journal article.

Technical Skills
• Core: JAX, C++, Python. Large-scale meta-learning, reinforcement learning, and distributed train-

ing; NumPy, SciPy.
• Research areas: reinforcement learning; meta-learning; reasoning (formal mathematics); foundation-

model training and data curation; robustness (adversarial and corruption); constrained optimisation.

Academic Service
Reviewer for NeurIPS, ICLR, and other leading machine-learning venues.

Awards
• HackerRank “Machine Learning CodeSprint” (NLP) — 1st place, 2017.
• EPSRC Engineering Doctorate funding (competitive), 2011.
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